
STA 542: Introduction to Time Series Analysis
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Homework 6: carbon and temperature

Annual Mauna Loa CO2 and global land-and-ocean temperature, 1959–2023.
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Does past CO2 help predict temperature?

NOAA records from Homework 6. Temperature anomalies are relative to 1901–2000.
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Linear detrending

yt = xt − (α̂+ β̂t)
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VAR(1) fit with intercept: ρ(Â) = 0.986.

Is this persistent dependence, or trend we have not removed?
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First differences

yt = ∆xt = xt − xt−1
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Is average CO2 growth constant over this record?
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Quadratic detrending

yt = xt − (α̂+ β̂t + γ̂t2)
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Each coordinate is a departure from its own fitted curve.
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Second differences

yt = ∆2xt = ∆xt −∆xt−1 = xt − 2xt−1 + xt−2
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A positive value means the annual change increased.
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Fit both equations

YC ,t and YT ,t : transformed CO2 and temperature.

YC ,t+1 = aC + ACCYC ,t + ACTYT ,t + ZC ,t+1,

YT ,t+1 = aT + ATCYC ,t + ATTYT ,t + ZT ,t+1.

Two regressions, each with an intercept and both lagged coordinates.

Stationary causal VAR(1): ρ(A) < 1, Zt
iid∼ N2(0,ΣZ ), ΣZ > 0.
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After quadratic detrending

Coordinate order: CO2, temperature.

ŷt+1|t =

(
0.0019
−0.0014

)
︸ ︷︷ ︸

â

+

(
0.7441 1.3612
−0.0004 0.1795

)
︸ ︷︷ ︸

Â

(
yC ,t

yT ,t

)
.

Which entry predicts temperature from CO2?

ÂTC = −0.0004.

64 paired transitions; ρ(Â) = 0.743.
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After second differences

Coordinate order: CO2, temperature.

ŷt+1|t =

(
0.0367
0.0062

)
︸ ︷︷ ︸

â

+

(
−0.5677 1.8397
−0.1191 −0.3559

)
︸ ︷︷ ︸

Â

(
yC ,t

yT ,t

)
.

62 paired transitions; ρ(Â) = 0.649.
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Reading the CO2 coefficient

Increase current transformed CO2 by 1 ppm; hold current transformed temperature
fixed.

Temperature target Change in next year’s prediction

Quadratic departure −0.0004 ◦C

Second difference −0.1191 ◦C

Does a negative coefficient mean that CO2 causes cooling?

No. This is a prediction conditional on past observations.
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Which intervals include zero?

Granger non-causality in mean (Gaussian VAR, horizon one):

C ↛ T ⇐⇒ ATC = 0, T ↛ C ⇐⇒ ACT = 0.

Quadratic

Second
differences

CO2 → temperature

Coefficient (°C ppm)

−0.2 −0.1 0

Temperature → CO2

Coefficient (ppm/°C)

0 1 2 3

Individual nominal 95% rowwise regression intervals; fitted trends treated as fixed.
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Which fit would we keep?

Quadratic Second differences
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Quadratic detrending, provisionally: residual correlations closer to zero at both lags.

The interval calculations assume independent innovations.
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What does the climate fit tell us?

▶ CO2 drives long-term warming; temperature also affects carbon uptake and annual
CO2 growth.

▶ Our detrended VAR tests additional one-year predictive information, not the
long-term warming effect of CO2.
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Warming at the end of the last ice age

although the structure of the global stack is similar to the pattern of
Antarctic temperature change, it lags Antarctica by several centuries
to a millennium throughout most of the deglaciation (Fig. 2a). Thus,
the small apparent lead of Antarctic temperature over CO2 in the ice-
core records12,14 does not apply to global temperature. An additional
evaluation of this result comes from an objective identification of
inflection points in the CO2 and global temperature records, which

suggests that changes in CO2 concentration were either synchronous
with or led global warming during the various steps of the deglaciation
(Supplementary Table 2). An important exception is the onset of
deglaciation, which features about 0.3 uC of global warming before
the initial increase in CO2 ,17.5 kyr ago. This finding suggests that
CO2 was not the cause of initial warming. We return to this point
below. Nevertheless, the overall correlation and phasing of global
temperature and CO2 are consistent with CO2 being an important
driver of global warming during the deglaciation, with the centennial-
scale lag of temperature behind CO2 being consistent with the thermal
inertia of the climate system owing to ocean heat uptake and ice
melting15.
Although other mechanisms contributed to climate change during

the ice ages, climate models suggest that their impacts were regional
and thus cannot explain the global extent of temperature changes
documented by our stacked record alone9,16,17. This conclusion is sup-
ported by the distinct differences, relative to the temperature stack, in
the temporal variabilities of other likely climate change agents (Fig. 3).
For example, insolation is a smoothly varying sinusoid that is in
antiphase between the hemispheres and sums to near zero globally at
the top of the atmosphere (Fig. 3f). Although spatial and temporal
asymmetries in albedo could convert insolation to a non-zero forcing
at Earth’s surface, it is unlikely to account for much of the step-like
structure and global nature of the temperature stack.
Similarly, although ice-sheet extent and its associated albedo (from

ice cover and emergent continental shelves) and orographic forcing
decreased through the deglaciation, global ice volumeand area changed
only slowly or not at all during intervals of pronounced global warming
such as the Oldest Dryas and Younger Dryas, and the greatest volume
or area loss in fact occurred during intervals of little or no warming
around 19 kyr ago and the Bølling–Allerød (Fig. 3a, b). This distinction
is particularly notable during the earlyHolocene,when the temperature
stack had reached interglacial levelswhile nearly one-third of the excess
global ice still remained, although we note that any ice-drivenwarming
would have been partly offset by decreasing greenhouse gas forcing
(Fig. 3c and Supplementary Fig. 29a). The apparently small influence
of ice-sheet forcing on the temperature stack is consistent with general
circulation models that suggest its effect was largely confined to the
northern mid to high latitudes and was otherwise modest in the areas
sampled by our proxy network16–18, which is biased away from the ice
sheets. Our results, therefore, do not preclude an important contri-
bution to global mean warming from ice-sheet retreat, but suggest that
much of this warming was spatially restricted and may be inherently
under-represented owing to the lack of suitable palaeotemperature
records from and proximal to areas formerly covered by ice.
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Figure 1 | Proxy temperature records. a, Location map. CBT, cyclization
ratio of branched tetraethers; MBT, methylation index of branched tetraethers;
TEX86, tetraether index of tetraethers consisting of 86 carbon atoms;

Uk0
37, alkenone unsaturation index. b, Distribution of the records by latitude

(grey histogram) and areal fraction of the planet in 5u steps (blue line).
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Figure 2 | CO2 concentration and temperature. a, The global proxy
temperature stack (blue) as deviations from the early Holocene (11.5–6.5 kyr
ago) mean, an Antarctic ice-core composite temperature record42 (red), and
atmospheric CO2 concentration (refs 12, 13; yellow dots). The Holocene,
Younger Dryas (YD), Bølling–Allerød (B–A), Oldest Dryas (OD) and Last
Glacial Maximum (LGM) intervals are indicated. Error bars, 1s (Methods);
p.p.m.v., parts permillion by volume. b, The phasing of CO2 concentration and
temperature for the global (grey), Northern Hemisphere (NH; blue) and
Southern Hemisphere (SH; red) proxy stacks based on lag correlations from
20–10 kyr ago in 1,000 Monte Carlo simulations (Methods). The mean and 1s
of the histograms are given. CO2 concentration leads the global temperature
stack in 90% of the simulations and lags it in 6%.
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Shakun et al. (2012), Nature 484, 49–54, Figure 2a.
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OLS with i.i.d. observations

Observe (Xi ,Yi ), i = 1, . . . , n, i.i.d., with Xi ∈ Rk .

Yi = X⊤
i β + Zi ⇐⇒ Zi = Yi − X⊤

i β.

β̂OLS = argmin
b∈Rk

n∑
i=1

(yi − x⊤i b)2.

The normal equations are
n∑

i=1

xi (yi − x⊤i β̂) = 0.

Assume
∑n

i=1 xix
⊤
i is invertible.
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Method of moments

Assume finite second moments and E[XiZi ] = 0. Substitute for Zi :

0 = E
[
Xi (Yi − X⊤

i β)
]
= E[XiYi ]− E[XiX

⊤
i ]β.

Replace expectations by sample averages:(
1

n

n∑
i=1

xix
⊤
i

)
β̂ =

1

n

n∑
i=1

xiyi .

These are the OLS normal equations. Gaussianity is unnecessary.
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Gaussian maximum likelihood

Assume Zi
iid∼ N(0, σ2), independent of the predictors.

Zi = Yi − X⊤
i β =⇒ Yi | Xi = xi ∼ N(x⊤i β, σ2).

Conditional on the observed predictors,

ℓ(β, σ2) = −n

2
log(2πσ2)− 1

2σ2

n∑
i=1

(yi − x⊤i β)2.

Maximizing ℓ minimizes the residual sum of squares:

β̂ML = β̂OLS = β̂MoM.
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Sampling uncertainty

Under the Gaussian model, β̂ is exactly normal conditional on the predictors.

Without Gaussianity, use a large-sample result:

√
n(β̂n − β0)

d−→ Nk(0,V ).

A consistent estimate V̂ of V > 0 gives the approximate 95% confidence interval:

β̂n,j ± 1.96

√
V̂jj/n.

A poor normal approximation or underestimated variance can cause undercoverage.

β0: true coefficients. The limit requires sufficient moments and an identifiable regression.
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Laplace errors

Keep Zi = Yi − X⊤
i β, independent of Xi . Use

Zi
iid∼ Laplace(0, s), fs(z) =

1

2s
e−|z|/s , s > 0 fixed.

Conditional on the predictors,

ℓ(β) = −n log(2s)− 1

s

n∑
i=1

|yi − x⊤i β|.

Maximum likelihood gives least absolute deviations:

β̂ML ∈ argmin
b∈Rk

n∑
i=1

|yi − x⊤i b|.

OLS still solves the moment equations. It generally differs from this MLE.
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Gaussian likelihood for a VAR(p)

For a mean-zero causal VAR with Xt ∈ Rd ,

Xt =

p∑
j=1

AjXt−j + Zt , Zt
iid∼ Nd(0,ΣZ ).

Rewrite the innovations:

Zt = Xt −
p∑

j=1

AjXt−j .

Conditional on the starting observations x1, . . . , xp,

L(A1, . . . ,Ap,ΣZ ) =
T∏

t=p+1

φΣZ

xt −
p∑

j=1

Ajxt−j

 .

φΣZ
is the Nd (0,ΣZ ) density; ΣZ > 0.
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Fitting a VAR(p) by OLS

Every equation uses the same observed predictors xt−1, . . . , xt−p.

(Â1, . . . , Âp) = argmin
A1,...,Ap

T∑
t=p+1

∥∥∥∥∥xt −
p∑

i=1

Aixt−i

∥∥∥∥∥
2

2

.

For unrestricted coefficient matrices, Gaussian conditional MLE gives the same fit:

Âj ,ML = Âj ,OLS, j = 1, . . . , p.

Normal confidence intervals require a time-series limit theorem.
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Other innovation distributions

Keep the causal VAR. Let Zt be i.i.d. with density f . Conditional on x1, . . . , xp,

L(A1, . . . ,Ap) =
T∏

t=p+1

f

xt −
p∑

j=1

Ajxt−j

 .

Independent Laplace(0, s) coordinates, with fixed s > 0, give

(Â1, . . . , Âp)ML ∈ argmin
A1,...,Ap

T∑
t=p+1

∥∥∥∥∥∥xt −
p∑

j=1

Ajxt−j

∥∥∥∥∥∥
1

.

∥v∥1 =
∑d

r=1 |vr |. Unrestricted coefficients; mean-zero innovations with finite covariance.
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VARMA has an unobserved predictor

Mean-zero stationary causal VARMA(1,1):

Xt = A Xt−1︸︷︷︸
observed lag

+C Zt−1︸︷︷︸
unobserved lag

+Zt .

Recovering the missing innovation requires the unknown matrices:

Zt−1 = Xt−1 − AXt−2 − CZt−2.

We first need estimates of the innovations to use as predictors.

(Zt) ∼ WNd (0,ΣZ ), with ΣZ positive definite.
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Recall: invert the MA filter

Φ(z) = Id − Az , M(z) = Id + Cz .

If detM(z) ̸= 0 for every |z | ≤ 1,

Π(z) = M(z)−1Φ(z) =
∑
k≥0

Πkz
k ,

Zt =
∑
k≥0

ΠkXt−k , Π0 = Id .

The coefficients are absolutely summable.
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Invertibility gives an infinite VAR

Move the lagged observations to the other side:

Xt =
∞∑
k=1

FkXt−k + Zt , Fk = −Πk .

Keeping only m lags gives

Xt −
m∑

k=1

FkXt−k = Zt +
∑
k>m

FkXt−k︸ ︷︷ ︸
omitted-lag term

.

The omitted-lag term tends to zero in mean square as m → ∞.
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First stage: fit a long VAR

Fit by OLS:
xt = F1xt−1 + · · ·+ Fmxt−m + error.

Keep the residuals:

z̃t = xt −
m∑

k=1

F̂kxt−k , t = m + 1, . . . ,T .

The workbook uses m = 8.

z̃t approximates zt : omitted lags and estimated coefficients add error.
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Second stage: use its residuals as predictors

xt = Axt−1 + Cz̃t−1 + error.

Hold z̃t fixed; fit A and C together:

(Â, Ĉ ) = argmin
A,C

T∑
t=m+2

∥xt − Axt−1 − Cz̃t−1∥22 .

One OLS regression per coordinate, with 2d predictors.
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Gaussian fitting: invert the MA filter

For VARMA(p, q), write A = (A1, . . . ,Ap) and C = (C1, . . . ,Cq). If detMC (z) ̸= 0 for
|z | ≤ 1,

Zt = MC (B)
−1ΦA(B)Xt .

For each proposed A,C , apply this filter to the observations:

et(A,C ) =
[
MC (B)

−1ΦA(B)x
]
t
, t = p + 1, . . . ,T .

Take x1, . . . , xp as given and evaluate the filter with preceding errors set to zero.
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Gaussian fitting is nonlinear optimization

Now assume Zt
iid∼ Nd(0,ΣZ ), with ΣZ > 0. The initialized Gaussian log likelihood, up

to a constant, is

ℓinit(A,C ,ΣZ ) = −T − p

2
log detΣZ

− 1

2

T∑
t=p+1

∥∥∥Σ−1/2
Z

[
MC (B)

−1ΦA(B)x
]
t

∥∥∥2
2
.

For fixed ΣZ , minimize these weighted squared errors.

The inverse filter depends on the unknown Ck : fitting all Aj ,Ck together requires
nonlinear optimization.
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Estimate the innovation covariance

The model parameter is ΣZ = Cov(Zt). For each proposed A,C , its likelihood
estimate is

Σ̂Z (A,C ) =
1

T − p

T∑
t=p+1

et(A,C )et(A,C )⊤.

Substitute this estimate into the log likelihood:

ℓinit

(
A,C , Σ̂Z (A,C )

)
= constant− T − p

2
log det Σ̂Z (A,C ).

Thus numerically minimize, jointly over A,C ,

Q(A,C ) = log det Σ̂Z (A,C ).

Assume Σ̂Z (A,C) is positive definite.
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MTS::VARMA uses all three steps

1. Fit a preliminary VAR and retain its residuals z̃t .

2. Regress on observation and residual lags to obtain A(0),C (0).

3. Start there and jointly optimize the conditional Gaussian criterion, reconstructing
errors at each proposed A,C .

The two OLS stages supply starting coefficients for the Gaussian fit.

The package chooses its own preliminary VAR order and initialization. MTS::VARMA source code.
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An intercept is a constant in the model equation

For Vt ∈ Rd , allow a constant vector c ∈ Rd :

Vt = c +

p∑
i=1

AiVt−i +MC (B)Zt , E[Zt ] = 0.

Fit the unrestricted c along with the other coefficients.

▶ Where OLS applies, add a column of ones.

▶ In Gaussian VARMA fitting, subtract c inside the inverse MA filter:

et(c,A,C ) =
[
MC (B)

−1{ΦA(B)v − c}
]
t
.
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The intercept generally differs from the mean

For a stationary model, write µ = E[Vt ]. Taking expectations gives

µ = c +

p∑
i=1

Aiµ,

c︸︷︷︸
equation intercept

=

(
Id −

p∑
i=1

Ai

)
µ︸︷︷︸

stationary mean

.

The autoregressive terms also contribute to the mean.
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Another option: Detrend first, then fit a stationary VARMA

Specify
Vt = µ+ γt + Xt , ΦA(B)Xt = MC (B)Zt ,

with Xt stationary and mean zero. Thus E[Vt ] = µ+ γt.

1. Regress each coordinate of vt on 1, t, giving µ̂, γ̂.

2. Form rt = vt − µ̂− γ̂t.

3. Fit a mean-zero stationary VARMA to rt .

With only a constant, the first step subtracts the sample mean: rt = vt − v̄ .

For stationary Xt with summable autocovariances, µ̂ and γ̂ are consistent.
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Joint Gaussian fitting also estimates the trend

For each proposed µ, γ,A,C , reconstruct the errors:

xt(µ, γ) = vt − µ− γt,

et(µ, γ,A,C ) =
[
MC (B)

−1ΦA(B)x(µ, γ)
]
t
.

Use these errors in the same initialized Gaussian likelihood, optimizing µ, γ,A,C
together.

This generally differs from fixing µ̂, γ̂ by OLS first.

With γ = 0, this recovers the intercept model with c = ΦA(1)µ.
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Forecasting from an OLS fit

Simulated AR(1) examples: Xt = 0.65Xt−1 + Zt , with i.i.d. innovations of mean zero
and variance one.

Observed One−step fit

−4

−2

0

2

Series A: φ̂ = 0.665

Time

V
al

ue

420 460 500

−3

−2

−1

0

1

2

3

Series B: φ̂ = 0.620

Time

V
al

ue

420 460 500

Fit an intercept and slope using the first 500 observations.
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Do the residuals have a stable center and spread?

ẑt = xt − â− ϕ̂xt−1.
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Is there dependence left in the residuals?

A: residuals

A
C

F
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A: squared residuals
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Simulated examples. Dashed bounds are approximate references; small ACFs do not establish independence.
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Fit a distribution to the residuals

Fitted innovation law Same−variance Gaussian

A: Laplace, scale 0.72

OLS residual
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B: Uniform [−1.73, 1.73]
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Retain the OLS coefficients; fit the innovation distribution to the residuals.
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Draw new innovations and run the model forward

Start at x∗T = xT and draw z∗T+1, z
∗
T+2, . . . independently from the fitted law:

x∗T+h = â+ ϕ̂x∗T+h−1 + z∗T+h.

Observed Simulated paths Mean forecast
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Read prediction intervals from the simulated paths

95% pointwise band Mean forecast One realized future
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At each horizon: the 2.5% and 97.5% quantiles of 50,000 paths.

Pointwise 95% intervals under the fitted model; parameter estimates and the last observation are held fixed.
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Same variance, different prediction intervals

−3 −2 −1 0 1 2 3
0.0

0.2
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Laplace / Gaussian

Laplace
Gaussian

Central 95% intervals
Laplace: [−2.118, 2.118]

Gaussian: [−1.960, 1.960]
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Uniform
Gaussian

Central 95% intervals
Uniform: [−1.645, 1.645]

Gaussian: [−1.960, 1.960]

One−step forecast error (standard deviations)
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For a fixed linear model, matching innovation means and covariances preserves forecast
means and covariances.
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For a VAR, draw the residual vectors together
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Resample whole vectors

Sample correlation: 0.71
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Resample coordinates separately

Sample correlation: −0.01
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Fit a joint innovation law, or resample whole centered residual vectors.

A separate simulated bivariate VAR(1), with correlated innovation coordinates.
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Check the forecasts on later observations

Fitted innovation law Same−variance Gaussian

A: Laplace

Nominal coverage (%)
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Compare nominal and observed coverage on 3,000 later observations.

One-step forecasts use the latest observed lag. All fitted parameters remain fixed.
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What about combining VARMA with cointegration?

So far, our VARMA models assumed a stationary vector series.

Suppose instead the observed levels Vt ∈ Rd are I (1) and cointegrated:

▶ the first differences ∇Vt are I (0);

▶ some linear combinations β⊤Vt of the levels are also stationary.

Fitting a VARMA to ∇Vt alone omits the level departures β⊤Vt−1. How can a
VARMA use both?
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Start with a VARMA model for the levels

Let Vt ∈ Rd collect the level series. Assume a VARMA model without an intercept:

Vt =

p∑
i=1

AiVt−i +MC (B)Zt , p ≥ 1.

Here

MC (B) = Id +

q∑
j=1

CjB
j , q ≥ 0.

The levels may be nonstationary.

(Zt) ∼ WNd (0,ΣZ ), with ΣZ > 0.
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Write earlier levels using changes

Each earlier level is Vt−1 minus the changes since then:

Vt−2 = Vt−1 −∇Vt−1,

Vt−3 = Vt−1 −∇Vt−1 −∇Vt−2,

Vt−i = Vt−1 −
i−1∑
k=1

∇Vt−k , i = 1, . . . , p.

Subtract Vt−1 from the levels model:

∇Vt = (A1 − Id)Vt−1 +

p∑
i=2

AiVt−i +MC (B)Zt .
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Collect the coefficient of each change

Substituting the expressions for the earlier levels gives

∇Vt =

(
p∑

i=1

Ai − Id

)
Vt−1

−
p∑

i=2

i−1∑
k=1

Ai∇Vt−k +MC (B)Zt .

For a fixed k , the change ∇Vt−k appears for i = k + 1, . . . , p. Collecting these terms
gives

∇Vt =

(
p∑

i=1

Ai − Id

)
︸ ︷︷ ︸

Π

Vt−1 +

p−1∑
k=1

(
−

p∑
i=k+1

Ai

)
︸ ︷︷ ︸

Bk

∇Vt−k +MC (B)Zt .
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Cointegration restricts the level term

Now impose the I (1), cointegrated structure. The differences and filtered innovations
are jointly stationary, so the equation requires ΠVt−1 to be stationary too.

Let the columns of β ∈ Rd×r span all coefficient vectors that give stationary linear
combinations of the levels, with 0 < r < d . Every row of Π is therefore a linear
combination of those vectors. Consequently,

Π = αβ⊤, α ∈ Rd×r .
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Substitute the cointegrating relations

Substituting Π = αβ⊤ gives the error-correction form:

∇Vt − αβ⊤Vt−1 −
p−1∑
k=1

Bk∇Vt−k = MC (B)Zt .

The stationary departures β⊤Vt−1 enter through the adjustment matrix α.

This is the assumed levels VARMA, rewritten in terms of changes and stationary level
combinations.
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